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Sales Forecasting:  It’s a Risky Business 

How to reduce your sales forecast risk through forecast simulation 

Sales forecasts – they are the bottom line for 

sales organizations, and the driver of many 

downstream business decisions.  Their 

importance is unquestioned – why then is it 

that 60% of companies are unhappy with their 

sales forecasting results?  Because of lousy 

sales execution?  Perhaps.  Or poor forecast 

judgment by sales reps and managers?  

Sometimes. 

But a major culprit is the process by which the 

forecasts are generated.  

Managing a sales pipeline is similar to managing an investment portfolio; cultivating opportunities (or 

investments) that appear promising, and cutting losses on those that don’t.  In both cases the goal is to 

maximize revenue/return, while minimizing risk.   However, any reputable portfolio manager isn’t going 

to commit to a certain return on a particular security, or even guarantee that the security will increase 

or decrease in value.  So why do sales reps and managers feel the necessity to commit that a particular 

opportunity will close successfully, even when there is a significant probability that the deal will fall 

through?  Because it’s the only way they know how to come up with a sales forecast.  In fact, even 

though 50% of opportunities don’t close as forecasted, many sales teams continue to stick with this 

manual, “commit / best case” sales forecast methodology. 

Some organizations prefer to use an “expected revenue” methodology to generate sales forecasts – deal 

values are multiplied by the probability of closing the deal, and the resulting products are summed to 

produce the forecast.  This method creates forecasts that often are not even achievable based on the 

values of the opportunities in the pipeline, since the entire deal value is either won or lost, not some 

percentage of the deal value.  Also, expected revenue forecasts must usually be judged down because 

they are naturally optimistic (more on that later). 

There has to be a better way to come up with a sales forecast than these traditional methods.  Is there 

an alternative that companies should explore?  Yes – sales forecast simulation. 

0%
10%
20%
30%
40%
50%
60%
70%

Needs 
Improvement

Meets 
Expectations

Exceeds 
Expectations

60%

34%

5%

Ability to Accurately Forecast Business

©2007 CSO Insights 

http://www.csoinsights.com/


Sales Forecasting:  It’s a Risky Business 

 

 

 

© 2008 EMASYS Corporation         Page 2 of 11 

What is Sales Forecast Simulation? 

Sales forecast simulation uses Monte Carlo methods and specialized models to create thousands of 

possible scenarios for a pipeline.  For each scenario, opportunities are moved through the pipeline 

virtually, where some naturally die off while others move on, based on their probabilities.  Those 

opportunities that make it through the pipeline successfully are rolled up hierarchically into forecasts for 

each scenario for each member of the sales organization.  Statistics on the simulation scenarios are then 

generated to yield likely forecasts at selected confidence levels. 

Confidence levels are selected based on what risk is acceptable for your organization.   An appropriate 

confidence level for a conservative “commit” forecast is 80%; this means that the actual revenue should 

meet or exceed the simulated commit forecast four out of five times.  For an optimistic “best case” 

forecast, a lower confidence level of 20-50% is reasonable. 

To see how it works, let’s apply sales forecast simulation techniques to several different pipeline 

situations, and compare/contrast the results to traditional forecasting methods. 

A Typical Pipeline – What Would You Forecast? 

Consider a typical pipeline with 10 opportunities that are in various stages of the pipeline1.  All the 

opportunities are targeted to close in the current forecast period, and have deal amounts and closure 

probabilities as follows: 

Opportunity Amount 
($000s) 

Probability Commit Best Case Expected 
Revenue 

Alpha Corp 500 90%   450 

Bravo Tech 50 90%   45 

Charlie Group 500 70%   350 

Delta Associates 50 70%   35 

Echo Partners 500 50%   250 

Foxtrot Studios 50 50%   25 

Golf Enterprises 500 30%   150 

Hotel  Inc. 50 30%   15 

India Industries 500 10%   50 

Juliet Janitorial 50 10%   5 

Total 2,750 - 1,100 1,650 1,375 

 

Which opportunities should we commit to closing this period?  Most people would include the 90% 

probability Alpha Corp and Bravo Tech deals, and perhaps one or both of the 70% Charlie and Delta 

deals.  These four deals give a “commit” forecast of 1,100 for the quarter.  Our quota is 1,000. 

The 50% Echo and Foxtrot opportunities might also close successfully, so the “best case” forecast is 

1,650.   

Here’s what forecast simulation would yield for this pipeline.  Note the 20% and 80% confidence 

columns, corresponding to the best case and commit confidence levels mentioned earlier. 

                                                           
1
 Math Alert!  We will be going through some basic probability calculations; my apologies in advance. 

http://en.wikipedia.org/wiki/Monte_carlo_simulation
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The simulation matches our manually generated forecast, for both commit and best case!  So why do we 

need sales forecast simulation?  

Because we just got lucky this time. 

There’s actually only about a 40% chance that we’ll reach the 1,100 commit forecast, based on the 

probabilities for each of the four committed opportunities (0.9 x 0.9 x 0.7 x 0.7 = 40%), and just a 10% 

chance that we’ll achieve the best case forecast.  We don’t want to run our business around a 40% 

confidence level – too much risk! 

So why do the manual and simulated forecasts agree?  Because of contributions from the 10%, 30%, and 

50% opportunities, which we ignored when we generated our manual commit forecast.  If we exclude 

these deals from the simulation, here’s what we get: 
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Without these deals, the forecast is considerably reduced.  So the lower probability opportunities are 

actually what saved our forecast! 

This is one of the key advantages of forecast simulation – all opportunities are considered in the 

simulation, not just those near the high-probability end of the pipeline.  Early-stage opportunities that 

will close months or even quarters from now are rolled up into forecasts for future periods.  Besides 

generating more accurate forecasts, this also gives us an early warning of whether our pipeline is robust 

enough to meet our quotas, either in this period or in subsequent periods. 

Another key difference – there is no assertion made about whether any specific opportunities will close.  

This keeps us working the entire pipeline, instead of fixating on the deals that we promised would come 

through. 

Also note the metric called quota confidence, a natural byproduct of the simulation statistics, which 

indicates what percentage of the simulation scenarios meet or exceed our quota.  For our initial 

pipeline, 87% of the scenarios meet or exceed our 1,000 quota, as shown. 

Warning – if our quota confidence isn’t converging towards 100% as we near the end of the forecast 

period, then we are going to miss our quota! 

Finally, the 1,375 expected revenue forecast is too optimistic, and not even possible given the values of 

the deals in the pipeline.  This will be a common finding throughout this analysis.  In fact, in most cases, 

expected revenue forecasts are roughly equivalent to 50% confidence simulation forecasts. 

Competition Makes Forecasting Particularly Difficult 

Here’s a trickier pipeline to forecast manually.  Because of heavy competition, each deal has at most a 

50% probability of success, regardless of where the opportunity is in the pipeline. 

Opportunity Amount 
($000s) 

Probability Commit Best Case Expected 
Revenue 

Alpha Corp 500 50%   250 

Bravo Tech 50 50%   25 

Charlie Group 500 50%   250 

Delta Associates 50 50%   25 

Echo Partners 500 50%   250 

Foxtrot Studios 50 50%   25 

Golf Enterprises 500 30%   150 

Hotel Inc. 50 30%   15 

India Industries 500 10%   50 

Juliet Janitorial 50 10%   5 

Total 2,750 - 1,050 1,650 1,045 

 

What forecast should we submit in this scenario?  We might want to pick the first three 50% deals for 

the commit forecast, and add the other three for the best case forecast, as shown.  But really, this is just 

a guessing game, and we shouldn’t have much confidence in the forecast. 

Here’s what the simulation says. 
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 As we suspected, our manual commit forecast is too optimistic.  Would you have had the discipline to 

commit to a more conservative forecast?  What about your manager/director/VP?  And are you 

tempted to increase the forecast, since it’s well below our 1,000 quota? 

More Tough Decisions 

Here’s another difficult forecast scenario.  The pipeline is very imbalanced; all the high-dollar deals are 

early in the pipeline, and have lower closure probabilities. 

Opportunity Amount 
($000s) 

Probability Commit Best Case Expected 
Revenue 

Bravo Tech 50 90%   45 

Delta Associates 50 90%   45 

Foxtrot Studios 50 70%   35 

Hotel Inc. 50 70%   35 

Juliet Janitorial 50 50%    25 

India Industries 500 50%    250 

Echo Partners 500 30%     150 

Golf Enterprises 500 30%     150 

Alpha Corp 500 10%     50 

Charlie Group 500 10%     50 

Total 2,750 - 200 750 835 

 

Again, we’ll commit to the 90% and 70% deals, and add the 50% deals to best case.  So our manual 

commit forecast is 200, and our best case forecast is 750. 

Here are the forecast simulation results: 
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Our manual forecast is too conservative!  Why?  Again, because the low-probability opportunities early 

in the pipeline have not been factored into the manual forecast, even though they can contribute 

significantly. 

Another Reason Why Forecasts Don’t Always Add Up 

Now let’s say we have our forecast from the initial scenario (1,100 commit, 1,650 best case), and want 

to submit it to management so that they can create their forecasts.  And let’s assume that there are four 

other reps in our group, each with the exact same pipeline as we have.  So our manager’s forecast would 

be 5X our forecast (5,500 commit, 8,250 best case), right?  Well, actually… no! 

Here are the forecast simulation results for all 50 opportunities in the manager’s overall pipeline. 
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The commit forecast is higher than anticipated (6,050 vs. 5,500), the best case forecast is lower than 

anticipated (7,700 vs. 8,250), and the quota confidence for a 5,000 quota is 97%.  In fact, our manager’s 

quota can actually be increased to 5,700 and still yield the same quota confidence (87%) as each rep. 

This illustrates another interesting and important aspect of forecast simulation – the “diversified 

portfolio” affect.  Since the manager has a larger number of deals that contribute to his/her forecast, 

both the commit risk and the best case reward are reduced.  Just like an investment portfolio manager 

who adds stocks to a portfolio to reduce risk, adding more opportunities to a pipeline also reduces risk. 

This phenomenon will continue up the management chain for larger organizations, as more 

opportunities are included in the pipeline for each manager/director/VP.   

And there is no repeatable way to account for this affect using manual or expected revenue forecasting 

methods. 

All Opportunities Are Not Created Equal 

So it clear that sales forecast simulation can help keep us from forecasting too optimistically in a highly 

competitive market, or from forecasting too conservatively when faced with an imbalanced pipeline.  

And we’ve also seen how we can produce high-confidence forecasts for pipelines with both large and 

small numbers of opportunities. 

But the scenarios we’ve addressed thus far are simplified examples of typical pipeline situations.  In 

reality, there will be different types of opportunities in your pipeline, with different durations to get 

through the pipeline, and with different closure probabilities. 

In fact, there are three primary factors that need to be considered when forecasting an opportunity. 

1. What is the opportunity value? 

2. What is the probability that the opportunity will close? 

3. When will the opportunity close? 

We will address each of these in turn, and how uncertainty or inaccuracy in each factor will affect our 

forecasting results. 

Dealing With Discounted Deal Values 

A common source of error in forecasts is the deal 

discounting that frequently occurs that is not 

comprehended until deals are actually closed.  

This discounting will vary for different types of 

products and market situations, but it’s often that 

we won’t know what the true deal value is going 

to be until negotiations are nearly completed.  

What do you use for deal value when you forecast 

an opportunity – list price, a 10% discount, or 

perhaps even a bigger discount?  

80% 90% 100%

deal value distribution
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Sales forecast simulation has the advantage of being able to work with a range of deal values, sampling a 

value from within the range for each simulation scenario.  

For our example pipeline, let’s see what happens when we incorporate some variability in our deal 

values that better reflects the discounting that is likely to occur.  The maximum values will be the 100% 

list prices already shown for each deal.  Likely values will be discounted 10% from the list price, and 

minimum values will be discounted 20%, as shown below. 

Opportunity Amount 
list 

Amount 
likely 

Amount  
min 

Probability Commit Best 
Case 

Expected 
Revenue 

Alpha Corp 500 450 400 90%   450 

Bravo Tech 50 45 40 90%   45 

Charlie Group 500 450 400 70%   350 

Delta Associates 50 45 40 70%   35 

Echo Partners 500 450 400 50%   250 

Foxtrot Studios 50 45 40 50%   25 

Golf Enterprises 500 450 400 30%   150 

Hotel  Inc. 50 45 40 30%   15 

India Industries 500 450 400 10%   50 

Juliet Janitorial 50 45 40 10%   5 

Total 2,750 2,475 2,200 - 1,100 1,650 1,375 

 

And here are the simulation results reflecting the variability in deal value. 

 

The commit forecast has dropped just below our quota, and our new quota confidence is 72%, down 

from 87%. 

As opportunities move through the pipeline, deal amount ranges can be adjusted as more information 

about each opportunity is acquired; the variability should decrease as the end of the pipeline is 
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approached.  But until a deal actually closes, it makes sense to incorporate some deal amount 

uncertainty into our forecasting methodology. 

So Where Do These Probabilities Come From, Anyway? 

A big assumption in all forecasting methods is that the closure probabilities for the opportunities in the 

pipeline are at least approximately accurate.  These probabilities usually determine whether or not to 

commit an opportunity using manual forecast methods, and they are clearly very important in the 

expected revenue methodology. They are also a cornerstone of sales forecast simulation.  Since no 

forecasting method is going to be very accurate without reasonably accurate probabilities, we won’t 

make any quantitative comparisons here. 

Thus it’s crucial that the probabilities accurately reflect how your sales organization performs, for each 

type of opportunity in your pipeline.  A one-size-fits-all approach doesn’t work when you have more 

than one type of opportunity, and can lead to large forecasting errors.  And since sales team 

performance evolves over time, it’s important that these probabilities are continually adjusted as 

opportunities move through the pipeline. 

Strangely enough, these probabilities are usually just guesses (at least initially), and often only advanced 

sales organizations will tune their probabilities based on sales team performance. 

Close Date Uncertainty – Another Danger to Accurate Forecasting 

All of the forecasts we’ve generated thus far assume that close dates are accurate, that if the deals do 

close successfully, they will close within the target period.  That’s not how it works in reality, however – 

over 50% of deals don’t close in the time frame originally forecasted2.  This is not surprising, since close 

dates are usually chosen arbitrarily by each rep, often without pipeline duration history data to support 

the selected dates. 

An advanced sales forecast simulation solution will not only compute the likelihood that opportunities 

will close, but also when they will close. 

Let’s look at how a variation in close dates will impact our simulated forecast.  Each deal in our pipeline 

is likely to close within a week of 

the end of the period (of 

course!), with a range of two 

weeks on either side of the 

likely date.  So there is a slight 

chance that each opportunity 

might slip into the first week of 

the next forecast period, as 

shown in the chart to the right. 

Here are the updated forecast results. 

                                                           
2
 CSO Insights, Inc., “Sales Performance Optimization – 2007 Survey Results and Analysis” 

 

6/10/2008 6/17/2008 6/24/2008 7/1/2008 7/8/2008

close date distribution

period end
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The commit forecast has been significantly degraded, while the best case forecast is only slightly 

smaller.  This makes sense – for some of the simulation scenarios, one or more opportunities have 

slipped into the next forecast period.  These scenarios will sort toward the conservative end of the 

confidence range, and thus will impact the commit forecast more than the best case forecast. 

Note that our quota confidence is now only 50% – so we better work hard to keep our opportunities on 

schedule! 

Other Important Metrics Are Generated 

Finally, there’s one more bonus for using sales forecast simulation – several important metrics are 

generated as a natural byproduct of the simulation process. 

These metrics will help the sales team keep their opportunities on track, while also helping to adjust 

priorities based on how they are doing against their quotas. 

Predicted stage – where should an opportunity be in the pipeline?  The simulation will predict what 

stage a deal should be in, based on its creation date and opportunity type.  By comparing actual 

progress to the pipeline stage predicted by the simulation, the sales team will know if they are ahead or 

behind schedule on their opportunities. 

Predicted close date – on what date will an opportunity close if it makes it through the pipeline 

successfully?  The simulation will return a high-confidence, commit close date, as well as an optimistic, 

best-case close date.  If these dates straddle the end of a forecast period, then sales reps can adjust 

their priorities based on how well they are doing against their quota.  If they have a high quota 

confidence for the period, then they can consider de-prioritizing the deal so that it closes in the 

following period.  If their quota confidence is low, then they should give the deal a higher priority to 

ensure that it closes in the current period. 
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Sales Forecast Simulation – Is it Right for Your Company? 

It’s clear that sales forecast simulation has some significant advantages over traditional forecasting 

methods: 

 Very robust  and flexible – can generate accurate forecasts for a wide range of pipeline scenarios 

 Eliminates manual forecast judgment – no need to commit to any specific opportunities 

 Can be updated on demand, since manual judgment isn’t necessary 

 Supports different opportunity types, with different pipeline durations and probabilities 

 Anticipates and adjusts for deal discounting 

 Gives early visibility into lagging opportunities and pipeline deficiencies 

 Let’s you decide the level of risk that’s comfortable for your organization 

If your company employs a stage-based sales pipeline, has multiple types of opportunities, and has a 

sales cycle longer than a few weeks, then you might want to give sales forecast simulation a try. 

 

 

 

 

 

 

 

 

 The author is Dean Frazier.  Dean is a co-founder and CTO of EMASYS Corporation. 
Emasys Corporation was founded to develop statistically accurate sales forecasting and 
opportunity pipeline management applications that minimize the need for subjective 
interpretation and provide a new level of visibility and actionable status information to sales 
organizations. 
 
All Emasys applications use proprietary techniques based upon Monte Carlo simulation methods 
and have been developed specifically for, and currently only run on, the Salesforce CRM 

platform.  
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